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Abstract Generally, links among objects demonstrate certain patterns and contain
rich semantic clues. These important clues can be used to improve classification
accuracy. However, many real-world link data may exhibit more complex regularity.
For example, there may be some noisy links that carry no human editorial en-
dorsement about semantic relationships. To effectively capture such regularity,
this paper proposes latent linkage semantic kernels (LLSKs) by first introducing
linkage kernels to model the local and global dependency structure of a link graph
and then applying singular value decomposition (SVD) in the kernel-induced space.
For the computational efficiency on large datasets, we also develop a block-based
algorithm for LLSKs. A kernel-based contextual dependency network (KCDN)
model is then presented to exploit the dependencies in a network of objects for
collective classification. We provide experimental results showing that the KCDN
model, together with LLSKs, demonstrates relatively high robustness on the data-
sets with complex link regularity, and the block-based computation method can
scale well with varying sizes of the problem.
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1. Introduction

Many real-world datasets are richly inter-connected. Typical examples include the
Web, hypertext and bibliographic data. Generally, links among objects demonstrate
certain patterns and contain rich semantic clues. For example, documents with the
same or related topics tend to link to each other more often. When classifying a
collection of documents, these important clues can be potentially useful for better
classification. Following this idea, several authors have proposed probabilistic models
that characterize the correlation in link data to aid classification, e.g., probabilistic
relational models (PRMs) (Taskar, Segal, & Koller, 2001; Getoor, Friedman, Koller,
& Taskar, 2002), relational Markov networks (RMNs) (Taskar, Abbeel, & Koller,
2002), and Markov logic networks (MLNs) (Richardson & Domingos, 2004). These
models have been proved to be successful for collective classification in some
relational domains. Here collective classification means that we need to simulta-
neously infer the class labels of all the instances together, rather than classifying
them separately.

In most of above models, the underlying assumption is based on the ideal
Bencyclopedia’’ regularity (linked objects typically have the same class) or Bco-
referencing’’ regularity (objects with the same class tend to link to topically related
objects) (Yang, Slattery, & Ghani, 2002). However, many real-world link data such
as Web pages may well exhibit the Bpartial co-referencing’’ regularity, rather than
the ideal Bencyclopedia’’ or Bco-referencing’’ regularity. The partial co-referencing
regularity means that documents with the same class tend to link to documents that
are topically similar to each other, but also link to a wide variety of other documents
without semantic reason (Yang, Slattery, & Ghani, 2002). These links provide no
predictive information for categorization, or even produce negative influence.
Therefore, what is important is to be able to effectively capture such complex
regularity of link data in probabilistic models so that they can be robust in the most
real-world link datasets.

With this kind of regularity, we have to remove the noisy links from objects’ links
so as to reduce their influences on the classification. Here we use the term noisy links
as the links that carry no human editorial endorsement about semantic relationships.
However, as pointed out by Neville & Jensen (2003), most of the above models
(e.g., PRMs, RMNs) do not automatically identify which links are most relevant to
the classification task. Instead, they defined quantitative measures of two common
characteristics of relational datasets, i.e., concentrated linkage and relational
autocorrelation, and explored how to use these relational characteristics to improve
feature selection in relational data (Jensen & Neville, 2002). In Neville & Jensen
(2003), they directly extended dependency networks (DNs) to the relational
dependency networks (RDNs), and showed how the RDN model can exploit the
autocorrelation to improve the classification accuracy.

Instead of using a relational feature selection algorithm to endue the relational
models (e.g., RDNs) with the selectivity of link features, this paper explores how
to reveal the latent (maybe hidden) semantic relationships underlying link
structure, so that the relational models could more easily adapt different link
regularities. Typically, link data may contain informative, high-order features of
some complex, non-linear relationships that may not be apparent in the raw data
(Schölkopf, 2000). Therefore, this paper uses linkage kernels to capture the rela-
tionships among linked objects that are induced by the local and global structure
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of link data. Similar to latent semantic indexing (LSI) techniques in text catego-
rization (Deerwester, Dumais, Furnas, Landauer, & Harshman, 1990), we also ap-
ply singular value decomposition (SVD) (or eigen-value decomposition (EVD) on
the symmetric matrix) to capture the latent semantic structure of link data and
filter the minor factors. Instead of directly performing SVD decomposition on
linkage relationship matrices (as in Hou & Zhang, 2003), we perform EVD decom-
position in kernel-induced space. In some sense, there is a direct relation between
this approach and kernel principal component analysis (KPCA) (Schölkopf, Smola,
& Müller, 1998) or the so-called latent semantic kernels in text categorization
(Cristianini, Shawe-Talyor, & Lodhi, 2002). However, to the best of our knowledge,
our work is the first time to apply this technique to link data. For reasons that will
become clear later, we refer to the transformed linkage kernels as latent linkage
semantic kernels (LLSKs).

For collective classification, we also extend the framework of dependency
networks to model contextual dependencies among objects in the link structure,
and propose kernel-based contextual dependency networks (KCDN) model for
describing the interactions among them with a simple parametrization that is
specified by LLSK matrix. We show how KCDNs can be learned and how KCDNs,
via Gibbs inference, can be used for collective classification. Compared with existing
link-based models, the KCDN model can directly encode the selectivity of link
features.

To demonstrate the different link regularities, we construct several subsets from
Cora (McCallum, Nigam, Rennie, & Seymore, 2000) and WebKB (Craven et al.,
1998), each of which contains different percentages of noisy links. Several sets of
experiments are designed to evaluate the effects of noisy links on the classification
and test the robustness of KCDN models on datasets with different link regularities.
The experimental results show that with a few exceptions, the KCDN models,
together with LLSKs, outperform the baseline link-based models at the 90% (even
95%) significance level on both datasets. Moreover, the KCDN model demonstrates
relatively high robustness. These promising results indicate that the LLSK approach
has the ability to capture some complex regularity in the link data.

Since the complete SVD or EVD decomposition of linkage kernel matrices
becomes very expensive for large datasets, we develop an approximation technique
by exploiting the block structure of link data (Kamvar, Haveliwala, Manning, &
Golub, 2003). We evaluate the computational efficiency of the block-based LLSK
algorithm on the whole Cora dataset, showing that our method can scale well with
varying sizes of the problem.

The paper is organized as follows. We discuss how to qualitatively and quan-
titatively measure the link regularities in Section 2, and then describe the proposed
LLSK approach in Section 3. In Section 4, we present the KCDN model.
Experiments and results are presented in Section 5. The block-based computation
method and the corresponding empirical evaluation are described in Section 6.
Finally, we conclude the paper in Section 7.

2. Link regularities

The link regularities in many real-world data are very complex. Yang et al.
(2002) identified six hypertext regularities that might (or not) hold in a
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particular hypertext corpus. Here we merely focus on the following three
regularities.1

– ‘‘Encyclopedia’’ regularity. The class of a document is the same as the class of
the majority of the linked documents.

– ‘‘Co-referencing’’ regularity. Documents with the same class tend to link to
documents not of that class, but which are topically similar to each other.

– ‘‘Partial co-referencing’’ regularity. Documents with the same class tend to link
to documents that are topically similar to each other, but also link to a wide
variety of other documents without semantic reason.

The similar regularities can also be easily found in other link data such as
bibliographic data.

In general, different datasets may exhibit different link regularities. We can even
find two regularities together in one dataset. To further elucidate the notion of link
regularity, we introduce the following definition.

Definition 1. A link is a semantic link if the connected objects have explicit semantic

relationship; else it is a noisy link. If a link is a noisy link, then its one endpoint is a

noisy neighbor with respect to the other, or vice versa.

Here the semantic relationship denotes that the connected objects address the
same topic, or are topically relevant to each other. An important notion here is
the noisy links, which are frequently found in the link data with the Bpartial co-
referencing’’ regularity. Definitely speaking, the noisy links are referred to as the
links that carry no human editorial endorsement about semantic relationships, or
that do not follow statistically significant patterns. Usually, there are many
reasons that may cause a hyperlink to be treated as a noisy link. The simplest
case is the navigational links that are generated from predefined templates or
added by Web site designers for navigation convenience. The second case is the
malicious links, e.g., link exchanges, Web-rings, or the links that point to the
advertisement pages. These hyperlinks can be easily found in most commercial
or news Web sites. In the third case, documents or Web pages are linked at
random without any explicit (or known) reason, or at least independent of the
document class. Despite several heuristic rules can be used to remove some
navigational links or advertisement links (Chen, Liu, Liu, Pu, & Ma, 2003;
Davison, 2000), the noisy links can still be found in many real-world link datasets,
such as the Web page collection (e.g., WebKB), the bibliographic data (e.g., Cora),
or the collaborative filtering data (e.g., Eachmovie2). Clearly, the link dataset with
more or less noisy links may exhibit the complex Bpartial co-referencing’’ regularity
rather than the ideal Bencyclopedia’’ or Bco-referencing’’ regularity.

1 The other three regularities are no regularity, pre-classified regularity and meta-data regularity
(Yang et al., 2002). If a dataset has no regularity, then we do not expect to be able to use links to
build better classifiers. And the pre-classified and meta-data regularities can be found more often in
a hypertext corpus. Therefore, we do not include them in this paper.
2 http://research.compaq.com/SRC/eachmovie/
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In our experiments described later, we simulate this complex regularity by two
methods (See Section 5.1 for more details):

– Addition: In the first way, some additional noisy links are appended to the
datasets with the ideal regularities.3 For example, let Cora0

(ML) denote the base
subset of Cora that contains only the Machine Learning papers and within-
collection citations among them, then an extended noisy subset Cora18

(ML) may
be constructed by adding 18% noisy citations that connect the papers in
Cora0

(ML) to the papers of other category.
– Degeneration: Another way is to replace some existing correct links with wrong

ones. For example, we can randomly change about 18% citations in Cora0
(ML) to

construct Cora18
(ML) by replacing one endpoint for each citation with another

randomly-selected paper.

From the notion of signal processing, the noise is introduced in the first way by
the addition of noisy links, while the second way is to degenerate the overall
available signal. In both cases, the ratio of noisy links, d, can be used as a measure to
assess one aspect of link regularities of the dataset.

In addition to the ratio d, we can use another two measures to quantify the link
regularities from different aspects, i.e., the link density and the relational autocor-
relation. If we treat the link data collection as a directed (or undirected) graph, the
link density can be used to characterize the graph property of link data. That is, the
link data is represented as a graph G ¼ O;Lð Þ, where Oi 2 O denotes an object, and
Oi;Oj

� �
2 L denotes a link from Oi to Oj. Each edge (Oi, Oj) has a weight !i,j that

indicates the numbers of links from Oi to Oj, or represents the significance of the
link (Oi, Oj) (Kao, Lin, Ho, & Chen, 2004). Let N = ªOª and L ¼ Lj j be the
numbers of objects and edges in the graph respectively. We also use T ¼

Oj Oi;Oj

� �
2 L; 8Oi;Oj 2 O

��� ��� �� to denote the number of objects that are cited.
As in Fisher & Everson (2003), the link density can be measured by graph
sparseness

G ¼ L

N � T � G! ¼
1

N � T
X

Oi;Ojð Þ2L
!i;j ð1Þ

and the (weighted) average number of links per object

� ¼ L

N
� �! ¼

1

N

X

Oi ;Ojð Þ2L
!i;j ð2Þ

Usually, the link data collection has more links per object with a higher r(or r!)
value, and the links distribute more uniformly among different object pairs if the
graph sparseness *(or *!) has a lower value. Fisher & Everson (2003) also showed
that link information enhances classification when the link density is sufficiently
high, but is detrimental to classification performance at low link densities or if the
quality of the links is degraded.

3 Strictly speaking, these links should be referred to as miscellaneous links since they may be
potentially useful for the classification (and on the other hand may also be useless or even produce
negative influence). Without loss of generality, this paper directly refers to them as noisy links.
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The semantic relationship among link objects can be statistically characterized by
the relational autocorrelation. The relational autocorrelation is a statistical
dependency between the values of the same variable on linked objects (Jensen &
Neville, 2002). It can be measured by Pearson’s contingency coefficient. In our
domains, we need to evaluate the autocorrelation among linked documents or Web
pages with the autocorrelation type Doc.LabelªLink.ToªDoc.Label, where
Doc.Label and Link.To indicate the label and reference attributes of the document,
respectively. As shown in Figure 3 (see Section 5.1), the average autocorrelation
score of Cora is much higher than that of WebKB, indicating that Cora exhibits
better link regularities than WebKB. However, we can see that the autocorrelation
score of Cora18

(ML) is approximately equal to that of WebKB0, where WebKB0

denotes the base subset of WebKB without any noisy links and other pages. We
cannot herefrom conclude that WebKB0 and Cora18

(ML) have similar link
regularities. In this case, the ratio d can be used as a supplementary measure to
assess a different aspect of link regularities.

The presence (or absence) of these regularities may significantly influence the
optimal design of a link-based classifier. Most of link analysis methods (e.g.,
Kleinberg, 1999; Henzinger, 2001) and link-based classification models (e.g., Lu &
Getoor, 2003; Taskar et al., 2002; Getoor, Friedman, Koller, & Taskar, 2002) are
built upon the Bencyclopedia’’ or Bco-referencing’’ regularity. As a result, the models
do not automatically identify which links are most relevant to the task. For example,
in relational Markov networks (RMNs), a noisy link may be assigned to the same
potential value as a link that connects two documents with relevant topics. As
pointed out by Neville & Jensen (2003), this lack of selectivity will make the models
more difficult to interpret and understand. Instead, they used a relational feature
selection algorithm to endow the relational dependency network (RDN) model with
the selectivity. However, the selectivity is still not directly encoded in the RDN
model itself, thus the learned model cannot be automatically adaptive to the actual
link structure of a given link graph. This paper proposes the latent linkage semantic
kernels (LLSKs) to reveal the latent semantic relationships underlying link
structure. More importantly, the LLSKs can be directly embedded into the
relational models.

3. Latent linkage semantic kernels

In this section, we present the proposed LLSK approach. Ideally we expect this
approach can effectively reveal the latent semantic relationships underlying link
structure so that the relational models, if embedded with the LLSKs, could more
easily adapt different link regularities. Towards this end, we first describe how to
vectorize the relations among linked objects, and then introduce linkage kernels and
singular value decomposition (SVD) to capture the latent relationships that are
induced by the local and global structure of the link graph.

3.1. Linkage relationship vector (LRV) models

Typically, given a link graph with N vertices (i.e., objects), the topologic relation-
ships among the linked objects can be expressed as an N-by-N adjacency matrix.
Many popular link analysis algorithms, in particular the Kleinberg’s HITS
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(Kleinberg, 1999) and Google’s PageRank (Page, Brin, Motwani, & Winograd,
1998), essentially compute principal eigenvectors of adjacency matrix related to the
link graph to determine the Bauthority’’. Slightly differently, Bernstein, Clearwater,
& Provost (2003) proposed a relational vector-space (RVS) model to abstract the
graph structure into a representation on which straightforward classification
techniques can be built. Technically, the RVS model represents each object Oi 2
o(T) by a vector w = [w1,i, w2,i, >, wm,i]

T, where wk,i is the weight of the relationship
between object Oi and background entity Ok 2 o(B) (e.g., the pre-classified objects),
and the superscript notation T denotes the transpose of a matrix or a vector. In
analogy to the vector-space model in information retrieval, they also proposed
several scoring functions to represent similarity between an object and a given class,
e.g., efigf-based scoring (entity frequency inverse graph frequency).

However, the RVS model has the following two limitations. First, the RVS model
only captures the relationships among the target objects and the Bbackground
knowledge’’ entities. However, if there are no pre-classified objects or seldom links
between the two sets, then most of the elements of the object vector are zero. For
example, when we use the standard split along different schools for WebKB, there
are seldom hyperlinks between the labeled training data and unlabeled test data.
Second, links among the unlabeled data (or test set) can also provide information
that can help with classification, particularly in the case of collective classification.
Therefore, this paper extends the RVS model to capture the two kinds of logical
relationships. Without risk of confusion, we refer to it as linkage relationship vector
(LRV) model.

Following the symbol systems introduced in Section 2, the link data is expressed
as a graph G ¼ O;Lð Þ where Oi 2 o denotes an object, and Oi;Oj

� �
2 L denotes a

link from Oi to Oj. The object set O can be further divided into two parts: the set of
target objects o(T) and the set of labeled background entities O

(B). Let n = ªo(T)ª
and m = ªo(B)ª are the numbers of the target objects and the background entities
respectively. Obviously, N = n + m where N = ªoª.

Definition 2. Given a link graph G ¼ O;Lð Þ, each object Oi 2O is represented by an
object vector

wi ¼ w1;i;w2;i; � � � ;wn;i;wnþ1;i; � � � ;wN;i

� �T
;

where wk,i (1 e k e n) is the weight of the relationship between object Oi and target
object Ok 2 o(T), wk,i (n + 1 e k e N) is the weight of the relationship between Oi

and background entity Ok 2 o(B).

As in Bernstein et al. (2003), we can still define the class vector u = [0,0,>,0
un+1,i,>, uN,iª by setting uk,i (1 e k e n) be zero and using uk,i (n + 1 e k e N) to
represent the strength of the relationship between class ci 2 C and background
entity Ok 2 o(B), and then apply the RVS scoring functions (e.g., efigf) in our LRV
model. However, we are not encouraged to do so because the RVS model ignores
the links among the unlabeled target objects—the correlation endowed by these
links is one of our main goals in defining the linkage relational models.

There are many feasible alternatives to define the weight wk,i (1 e k e N). wk,i

may be binary, representing the presence/absence of a link between object Oi and
object Ok. wk,i may be set to wk,i = wi,k + wk,i where wi,k indicates the numbers of
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links from Oi to Ok, or represents the significance of the link (Oi, Ok). wk,i may also
be the number (or the frequency) of linkage modes between Oi and Ok, where the
linkage modes denote the important link relations that are likely to convey explicit
semantic meaning, such as in-links, out-links, co-citations and co-references. For
reasons that will become clear later, we refer to the value of wk,i as link feature
between objects.

Let W = [w1, >, wn] be the linkage relationship matrix only for the target objects.4

Figure 1 shows a simple link graph and its corresponding transposed linkage
relationship matrix, using the number of links between two objects as the link
feature. However, the matrix W implies more beneath its simple definition. In fact,
the i-th column wi of matrix W can be viewed as the coordinate vector of object Oi

in a N-dimensional space spanned by the n target objects in O(T) and the m
background entities in O(B). In other words, the linkage relationships between
objects are transferred, via the linkage relationship matrix, to the relationships
between vectors in a different multi-dimensional space. Therefore, by encoding the
linkage relationship structure into a matrix, the LRV model can be used as the basis
for the calculation of semantically richer representations of linked objects.

3.2. Linkage kernels

Using this LRV representation, we can easily calculate the similarity of two target
objects in the link graph. For example, the similarity of objects Oi and Oj can be
calculated directly by the dot product bwi, wjÀ. However, due to the sparsity of
outlinks (or inlinks), this representation actually suffers from the lack of sufficient
expressive power to capture deeper relationships among objects. For example, the >
values of Cora0

(ML) and WebKB0 are only 2.73 and 1.13 links per document,
respectively. In Cora0

(ML), about 69.77% papers have only 5 or less links (including
outlinks and inlinks). If we directly use the LRV representation, link information
would be detrimental to classification performance at such low link densities (Fisher
& Everson, 2003).

Typically, the data contains informative, high-order features of some complex,
non-linear relationships that may not be apparent in the raw data (Schölkopf, 2000).

4 If all objects in G are considered as the target objects, then the linkage relationship matrix is

denoted by W = [w1, >, wN]. For generality, here we use W = [w1, >, wn].

Fig. 1 The figure shows a simple link graph and the transposed linkage relationship matrix for target
objects. (a) The sample link graph. The digit at the side of each edge denotes its weight (e.g., the
number of links). (b) The transposed linkage relationship matrix for target objects
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For example, despite each edge of a link graph only contains local information about
neighboring vertices, the set of all edges, i.e., the graph itself, also contains
information about the global structure of the instance space which could be exploited
to improve the classification accuracy of relational models (Gärtner, 2003). Thus to
extract much more information from the link structure, kernel methods are
introduced here. Such information is encoded in the linkage kernels, and defines a
new metric in the original feature space, or equivalently a further mapping of the
objects into another space.

Kernel methods are a new approach to solving machine learning problems that
work by first implicitly mapping the data into a high-dimensional feature space, and
subsequently executing a simple learning algorithm (Schölkopf, 2000). The most
attractive feature of kernel methods is due to the fact that they can be applied in
high dimensional feature spaces without suffering from the high cost of explicitly
computing the feature map. This is possibly by the kernel trick, i.e., using a valid
kernel k on any set X. A function k(x, x0) is a valid kernel iff for any finite set it
produces symmetric and positive definite Gram matrices (Gärtner, 2003). Here the
positive definiteness implies that for all ci 2 <,

P
i;j k xi; xj

� �
� 0. For such

k :X�X! <, it is known that a map �: X Y H into a Hilbert space exists, such
that k(x, x0) = b�(x),�(x0)À for all x, x0 2 X. Thus the Gram matrix or kernel matrix is
given as

K ¼ k xi; xj

� �� �n

i;j ¼ 1
:

In general, the Mercer kernels can be thought of as (nonlinear) generalizations of
one of simplest similarity measures, the dot product bx, x0À. Since the Gram matrix
and the kernel function are essentially equivalent, we can refer to one or the other
as the Bkernel’’ without risk of confusion. For a more in-depth review of kernel
methods, the reader is referred to Schölkopf (2000) and Gärtner (2003).

When introducing the kernel methods into link data domains, a critical issue is how
to construct appropriate linkage kernels. A useful method for designing complex
kernels is to start from simple and well-understood ones, and then transform or
combine them by a series of kernel preserving operations, hence constructing an
increasingly matching feature space (Joachims et al., 2001). The simplest linkage
kernel is constructed directly by the dot product bwi, wjÀ, and the corresponding
linkage kernel matrix is the co-citation matrix C = WTW. We can also use the three
popular kernel functions (Schölkopf, 2000), i.e., polynomial kernel, Gaussian kernel
and sigmoid kernel, to construct the linkage kernels, as follows:

– Polynomial kernels:

k Pð Þ wi;wj

� �
¼ wi;wj

� 	
þ 1

� �l
; ð3Þ

where l is often set to 1, 2 or 3.
– Gaussian kernels:

k Gð Þ wi;wj

� �
¼ exp �

wi � wj

�� ��2

2l2

 !

: ð4Þ

– Sigmoid kernels:

k Sð Þ wi;wj

� �
¼ tanh wi;wj

� 	
� l

� �
: ð5Þ
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However, these kernels cannot take advantage of the Bnatural’’ structure of link
data. Instead, several kernels are directly defined on the structure of the instances or
on the structure of the instance space (Gärtner, 2003). For graph-like structures such
as link data, the best-known kernel for this purpose is the diffusion kernel proposed
by Kondor & Lafferty (2002). The idea behind the diffusion kernel is that higher
order correlations between indirectly connected objects can affect their semantic
relations as a diffusion process on the link graph. The diffusion kernel can be
obtained through a matrix exponentiation transformation on the given kernel
matrix. In this paper, we distinguish the notion of Bsemantic diffusion’’ from the
Bdiffusion kernels.’’ That is, a semantic proximity matrix is introduced to capture the
semantic correlations among linked objects (Kandola, Shawe-Talyor, & Cristianini,
2002), and we perform the diffusion process on the semantic proximity matrix rather
than directly on the linkage kernels. We call this the semantic diffusion kernels
(SDKs). Let Sl be a N � N semantic proximity matrix that approximately captures
the semantic relationships between the coordinate entities of the N-dimensional
space spanned by the n target objects in o(T) and the m background entities in o(B).
Then the SDK kernel can be expressed as

K Dð Þ ¼WTSlW ¼WT exp lS0ð Þ½ �W; ð6Þ

where the generator S0 captures the initial semantic relationships between the
coordinate entities that are induced by the local structure of the object space, and
the so-called bandwidth factor l(0 e l e 1) ensures that the longer range effects
decay exponentially. It is known that if the generator S0 is symmetric, then Sl is a
positive definite matrix (Gärtner, 2003).

How to select the generator S0 is crucial to the linkage kernels. As in Kandola et al.
(2002), we can use S0 = WWT. However, it does not exploit the knowledge that the
labels of the background entities have been known. For example, for two linked
background entities Oi and Oj, si,j

(0) should be set to one if the two background
entities have the same class label; si,j

(0) should be larger than si,k
(0) if the topic of Oi is

more relevant to the topic of Oj than that of Ok. In this case, si,j
(0) (or si,k

(0)) can be
set to one value (e.g., the joint probability or mutual information of the two topics)
that measures the correlation between topic cs and topic ct. With this idea, S0 = WWT

can be partially enhanced with the background knowledge. Note that we also
perform the normalization transformation on S0 such that each normalized entry
measures the relative strength of the semantic relations among the coordinate
entities.

Another related issue is the computational complexity. If the instance space is
big, the computation of matrix exponentiation might still be too expensive. We will
further address this issue in the following discussions.

3.3. Latent linkage semantic kernels

As mentioned before, many link data are often accompanied with noisy links.
Traditionally, we can use singular value decomposition (SVD) on the linkage
relationship matrix. The SVD of a matrix is not a simple linear transformation of the
matrix, but reveals the internal relationship among the matrix elements to some
extent (Hou & Zhang, 2003). Let W = U@VT be the SVD of the linkage relationship
matrix W, where @ is a diagonal matrix with the same dimensions as W, and U and
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V are orthogonal (i.e., UTU = I). Suppose the rank of W is rank (W) = r e n. Without
loss of generality, let �1 Q > Q �r Q �r + 1 = > = �n = 0. Eckart and Young (Datta,
1995) have proved that it is possible to choose a proper parameter K such that the
last n j K singular values are much smaller than the first K singular values and these
K singular values dominate the decomposition. In other words, WK = U@KVT is the
best approximation to W, and captures the main structure information of W,
whereas the minor factors in W can be filtered. Usually, we can think that these
minor factors approximately correspond to the noisy links in the link data. Thus
directly through the SVD decomposition of W, we can reduce the influence of noisy
links to some extent. This approach has been also used in Hou & Zhang (2003) for
relevant page finding. Exactly using the SVD decomposition, the latent semantic
indexing (LSI) technique (Deerwester et al., 1990) is to map high-dimensional count
vectors, such as the ones arising in vector space representations of text documents, to
a lower dimensional representation in a so-called latent semantic space. Therefore,
the task here is to implement LSI in kernel-induced space of link data. We refer to the
linkage kernels transformed by the LSI technique as latent linkage semantic kernels
(LLSKs).

As shown in Figure 2, there are two approaches to obtain LLSKs. The first one is
to perform LSI (via SVD on the linkage relationship matrix) before the kernel
function mapping. In this case, the semantic projection is performed in the original
feature space. Moreover, using the SVD decomposition, it is possible to compute
the matrix exponentiation efficiently. For simplicity, here we consider S0 = WWT.
Let W = U@VT be the SVD of W, then S0 = U@2VT are the eigenvalue decom-
position (EVD) of S0,5 thus Sl can be computed by Gärtner (2003)

Sl ¼ U exp lS2
� �

UT; ð7Þ

where exp(l@2) can be computed component-wise.
Alternatively, one could perform LSI directly on the linkage kernel matrix. That

is, we first compute the linkage kernel K using the LRV representation, and then

5 If S0 is initialized by incorporating the background knowledge, we can also obtain the similar EVD
decomposition since the resulting S0 is symmetric.

Fig. 2 The figure illustrates the basic idea of latent linkage semantic kernels (LLSKs). To obtain the
LLSKs, we can perform LSI (via SVD over the original feature space) before the kernel function
mapping, or perform LSI (via EVD) directly in kernel-induced space
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perform EVD of K. Let K = Q0QT be the EVD of the linkage kernel K. Then
directly according to the mathematical definition of the SVD (Datta, 1995),

K
^¼ QLKQT ð8Þ

is the best approximation to K, where 0K is the matrix 0 with diagonal entries
beyond the K-th set to zero. This approach of performing LSI (via EVD) in the
kernel-induced space might detect the interesting non-linear structure of link data
that sometimes cannot be detected by the SVD decomposition in the original
linkage feature space.

In some cases, the EVD of K can also be directly induced from the SVD of W.
For example, for the SDK kernel K(D) with S0 = WWT, it can be calculated as

KðDÞ ¼WTSlW¼ VSUT U exp lS2
� �

UT
� �

USVT¼ VS2 exp lS2
� �

VT¼ VLVT ; ð9Þ

where 0 = @2 exp(l@2). Namely, the i-th column of V is the eigenvector of K(D), with
corresponding eigenvalue 0i = �i

2 exp(l�i
2), where 0i and �i are the (i,i)-th elements

of 0 and @ respectively. That means we can obtain the kernel corresponding to the
LSI feature space without actually ever computing the features. Note that the similar
technique can also be found in Cristianini et al. (2002) for text categorization. How-
ever, in many other cases, we cannot easily obtain the EVD of K directly from the
SVD of W, e.g., for K(P), K(G), K(S), or K(D) with S0 m WWT. Thus through performing
EVD of K, we can obtain the kernel corresponding to the latent semantic space.

However, the complete eigen-decomposition of the matrix (including SVDs and
EVDs) is an expensive step, and if possible one should try to avoid it when working
with real data (Cristianini et al., 2002). There are many algorithms that iteratively
approximate a few of the top singular vectors and the corresponding singular values.
For example, Drineas, Kannan, Frieze, & Vinay (2004) developed a linear time
randomized algorithm for approximate SVD by picking a subset of rows or columns
of a matrix, scaling them appropriately and then computing the SVD of the smaller
matrix. Thus we can adopt them here for more efficient computation. In Section 6,
we will develop an approximation technique for large datasets by exploiting the
block structure of link data (Kamvar et al., 2003).

4. Kernel-based contextual dependency network (KCDN) model

Theoretically, the LLSKs can be used by any Bkernelized’’ algorithm (or model) for
link data if the algorithm can be stated so that each vector of input data only
appears within a dot product operation. For example, we can use a support vector
machine (SVM) with the LLSKs for link-based classification, as in Joachims,
Cristianini, & Shawe-Talyor (2001). In that case, however, we would classify the
target objects in a link collection separately, whereas the collective classification
requires to simultaneously infer the class labels of all the target objects together so
as to explicitly take advantage of the correlations between the labeled of related
entities (Taskar et al., 2002). Therefore, this section presents such a collective
classification model based on the LLSKs, named kernel-based contextual dependen-
cy network (KCDN) model. Here the context of a given object is referred to as its
most relevant neighbors in the link graph, with which the semantic meaning of that
object can be explicitly determined.
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4.1. KCDN models

Like Markov random fields, dependency networks (DNs) encode probabilistic
relationships among a set of variables with undirected graph, and approximate the
full joint distribution of these variables with a set of conditional distributions that
can be learned independently (Heckerman, Chickering, Meek, Rounthwaite, &
Kadie, 2001). Here each conditional probability distribution (CPD) quantifies the
dependency relationships of a variable on its neighbors. Consider the set of variables
X = {X1, >, Xn} with a joint distribution p[x] = p[x1, >, xn]. A DN for X is represented
by a graph where each node corresponds to an Xi 2 X. Then the Markov property
indicates that given the neighbors of Xi, denoted by Pa(Xi), a node is conditionally
independent of the rest of the nodes in the graph:

P Xi Pa Xið Þj½ � ¼ P Xi Xn Xif gj½ �: ð10Þ

DNs have simple techniques for parameter estimation and structure learning.
Neville & Jensen (2003) directly extended DNs to a relational setting for collective
classification tasks. Here the framework of DNs is further extended to the KCDN
model for characterizing the interactions among linked objects with a simple
parametrization that is specified by the LLSKs.

Let K
~¼ k

~

1; � � � ; k
~

n


 �
be a N � n matrix that is constructed from the LLSK matrix

K = )kj,i2N � N by the following transformations: For a target object Oi 2 o(T),

1) k
~

j;i ¼
kj;i if Oj 2 Pa Oið Þ;Oj 2 o
0 otherwise:

�

2)
P

Oj2PaðOiÞ
k
~

j;i ¼ 1.

We also use the notation pi = [P[CiªC1],>, P[CiªCN]]T, where Ck (1 e k e N) is
the label variable for object Ok. Thus we define KCDNs as follows.

Definition 3. Given a link graph G ¼ O;Lð Þ, a KCDN M ¼ G~;K
~
; P

� �
specifies an

undirected graph G~¼ O;L~Þ
�

,where L~¼ Oi;Oj

� �
Oi;Oj

� ��� 2 L [ Oj;Oi

� �
2 L

� �
, a

matrix K
~

and a set of conditional probabilities P ¼ pts ¼ P ct csj½ �f gct ;cs2C to define a
joint probability distribution:

P C Mj½ � ¼
Yn

i¼1

P Ci Mj½ � ¼
Yn

i¼1

X

Oj2Pa Oif g
k
~

j;i P Ci Cj

��� �
0

@

1

A ¼
Yn

i¼1

k
~

i; pii;
�

ð13Þ

where C = {C1, >, Cn}, Pa(Oi) denotes the neighbors of object Oi in the link graph,
and n = ªO(T)ª is the number of the target objects.

As a form of DNs, KCDNs can first approximately express the full joint
distribution for an entire collection of related objects with a set of local CPDs that
are learned independently. On this basis, the local CPD of each object can be
further modeled as a linear combination of all marginal dependencies with the
weights that are represented by the linkage kernels. This can further simplify the
joint probabilistic model among a set of related target objects.

(11)

(12)
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Note that here KCDNs are designed to merely capture the dependencies in the
interactions among all of the labels of objects in a link graph. We can also introduce
other models such as Bayesian networks (e.g., Getoor et al., 2002), logistic
regression (e.g., Lu & Getoor, 2003) or support vector machine (SVM) (e.g.,
Joachims et al., 2001) to capture the dependencies among the content attributes and
the label attributes. For simplicity, we refer to it as content models, compared with
the link-based model such as the proposed KCDNs.

4.2. Learning and inference

For DNs, both structure learning and parameter estimation are accomplished
through learning the local CPDs of each variable (Heckerman et al., 2001).
Therefore, the learning issue related to the KCDN model is how to construct the
LLSK matrix and estimate the conditional probabilities P. A significant advantage
of KCDNs is that the LLSK matrix can be constructed directly from the test dataset
in an unsupervised learning way, given an appropriate bandwidth factor l. We can
set the adjustable parameter l in the kernels by the cross-validation methodology,
or by optimizing the Falignment_ of a kernel to the target on the training set
(Kandola et al., 2002). The task of learning the parameters of P is analogous to the
model training problem for Coupled HMMs (Zhong & Ghosh, 2001). Thus we can
also derive a self-mapping transformation for learning the parameters (Zhong &
Ghosh, 2001). For simplicity, we can even directly estimate the conditional
probabilities by examining the ratios of the frequencies of the class labels to the
total number of neighboring objects. In practice, this simple procedure has good
performance.

In general, the KCDN network can be fairly complex, with the same size of the
original link graph. Clearly, exact inference over this complex network is impractical,
so we must resort to approximate inference. In addition, cyclic dependencies also
necessitate the use of approximate inference. As in DNs (Heckerman et al., 2001) and
RDNs (Neville & Jensen, 2003), we also use ordered Gibbs sampling for
approximate inference in KCDN models.

Given a link dataset, we can easily calculate the linkage kernels and then construct
the KCDN model over the link graph. Gibbs inference then proceeds iteratively,
estimating the joint posterior distribution over the target label variables given the
data. For the target variable of each object, the influence propagation is performed to
return a refined posterior probability given the content attributes and its
neighboring label variables. This process repeated for each target variable in the
graph. After a sufficient number of iterations, the values will be drawn from a
stationary distribution (Heckerman et al., 2001). Let P[CiªOi, M](t) be the posterior
probability of the target object Oi given the KCDN model M in the t-th iteration, and
P[CiªOi, M](0) = P[CiªOi, X, 6] where 6 is a set of content models. The influence
propagation is defined as follows.

Definition 4. The influence propagation over a KCDN network is a process that

probabilistic influence flows through active link paths in the network, allowing beliefs
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about one object to influence others to which it is related (directly or indirectly).

Formally, it’s defined as

P Ci Oi;Mj½ � tþ1ð Þ  1

Z

k
~

i; pi

� 	

P Ci½ �
P Ci Oi;Mj½ �ðtÞ

 �
; ð14Þ

where Z is a normalization factor.

We can say that, the influence propagation specifies a posterior probability of the
label variable for each object in each iteration step, together given the model M and
the labels of its related objects.

Several criteria may be used to determine whether the iteration process of the
Gibbs sampler will be terminated, e.g., the convergence of the log-likelihood over
all unobserved label variables, the consistency of the maximum a posterior (MAP)
estimates among two consecutive iterations, and a predefined iteration upper bound.
This paper adopts a mixed policy of these criteria.

5. Experiments

5.1. Data sets

Here we use two real-world datasets, each of which can be viewed as an instance of
the link graph. Table 1 summarizes the details about them.

Cora (McCallum, Nigam, Rennie, & Seymore, 2000). In the whole dataset
(denoted by Cora(ALL)), there are about 28,410 papers, all of which have been
automatically categorized into hierarchical categories such as /Artificial_Intelligence/
Machine_Learning/Case-Based/. In common with many other works such as (Lu &

Table 1 Summarization of the details of the used datasets in the experiments described in Section 5

Base subset Extended seta

Object

num.

Link

num.b
Link

density

Category

distribution

Max. num

of other

category

Max num

of noisy

linksb

dMAX

Cora(ML) 4331 11873

(11873)

> = 2.74,

* = *! = 1.3 � 10j3

Case(489),

GA(626),

NN(1388),

ProbM(659),

ReinL(354),

RuleL(282),

Theory(533)

1115 2639

(2639)

0.18

WebKB 1041 1120

(1253)

> = 1.08;

* = 2.1 � 10j3;

*! = 2.3 � 10j3

Course(244),

Faculty(153),

Project(86),

Student(558)

2788 3553

(3792)

0.76

a Here the extended sets are constructed by the addition of noisy links.
b The link number is denoted by L(L!), where L is the edge number of the link graph, and L! is the
sum of edge weights.
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Getoor, 2003; Getoor et al., 2002), we use the 4331 papers in the 7 sub-categories of
Machine Learning (denoted by Cora(ML)). In this collection, the papers are cited by
or cite other papers only through totally 11,497 citations. Here we directly use
Cora0

(ML) to denote this base subset of 4331 papers and 11,497 citations. The
Cora0

(ML) dataset may exhibit well the encyclopedia or co-referencing regularity since
almost each citation certainly encodes the authors’ explicit endorsement about the
topic correlations. Even in this case, we need to ignore about 2639 citations that point
from the Cora0

(ML) set to papers with a wide variety of other topics. As mentioned
before, these citations can be used to simulate noisy links. Thus we construct several
extended subsets, denoted by Corad

(ML), by incrementally adding some noisy links
to Cora0

(ML). These noisy links are randomly selected from the 2639 citations. A
parameter d is used to control the ratio of these new citations to the total citations in
Corad

(ML). We also use the category other to denote the label attributes of the papers
that are pointed by these new citations. In practice, we set d to values in {0, 0.05, 0.10,
0.15, 0.18} since the maximal noisy link ratio for Cora(ML) is dMAX = 0.18. For the
train/test split, we partition the used dataset into four separate equally sized parts.

WebKB (Craven et al., 1998). The WebKB dataset contains approximately 4100
pages from four computer science departments, with a five-valued attribute
representing their types (i.e., faculty, student, project, course and other), and 10,400
links between pages. In this collection, the category other is a grab-bag of pages of
many different types, and contains a large number of pages (about 74.5%). We
could restrict attention to just the pages with the rest four labels, but in a relational
classification settings, the deleted web pages might be useful in terms of the
interactions with them (Taskar et al., 2002). Thus, we also refer to the base subset of
pages with the four labels as WebKB0, and then construct the extended WebKBd

sets by appending some links that point to these other pages. Similarly, a parameter
d is used to control the ratio of these new links to the total links in WebKBd.
Although the maximal noisy link ratio for WebKB may be dMAX = 0.76, we also
follow the same d settings with Cora(ML). We use the standard split along different
schools for WebKB.

The two datasets may have different link regularities. To further evaluate this
assertion, we use the measures introduced in Section 2 to quantitatively characterize
such link regularities. Figure 3 shows the results.

– From Figure 3(a), we can see that most of papers or pages in Cora(ML) and
WebKB have only 5 or less links (including outlinks and inlinks). Thus
considering the sparseness of links, the relational models for link data often
need to capture higher order correlations between indirectly connected objects
through some effective mechanisms such as linkage kernels.

– With increasing the d values, the autocorrelation scores of the two datasets
decline gradually. This means the dependency among objects becomes weaker
and weaker with the addition of noisy links to the datasets.

– Clearly, the average autocorrelation score of Cora(ML) is much higher than that
of WebKB (see Figure 3(b)), indicating that Cora(ML) exhibits better link
regularities than WebKB. The range of autocorrelation scores in different
WebKB subsets is (0.57, 0.87), and the range of autocorrelation scores in
different Cora(ML) subsets is (0.87, 0.99). An exception is the autocorrelation
score of Cora18

(ML) is approximately equal to that of WebKB0, indicating that
the two subsets may exhibit the similar linkage autocorrelation characteristics.
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– Compared with WebKB, the Cora(ML) dataset has a lower average value of
graph sparseness, whereas has a much higher average value of > (see Figure 3(c)
and (d)). That means the Cora(ML) dataset not only has more links per document,
but also has more uniform link distribution among different documents.

Therefore, we can safely conclude that the two datasets may have different link
regularities. And by the Addition method, we can indeed simulate different link
regularities.

As mentioned in Section 2, we can also construct the extended sets Corad
(ML)

(or WebKBd) by the Degeneration method. Towards this end, we randomly select
about d links from Cora0

(ML) (or WebKB0), and then replace one endpoint for each
link with another randomly-selected object, or replace one endpoint for each link
with another object that has a different label attribute with the other endpoint. In
this case, the constructed Corad

(ML) (or WebKBd) sets have the same link
distributions and the same values of * and > as the base set Cora0

(ML) (or
WebKB0). So here we only compare the autocorrelation scores of Corad

(ML) and
WebKBd for different d values. In our experiments, d is set to values in {0, 0.05, 0.10,
0.15, 0.18, 0.20, 0.25}. Figure 4 shows the results. Surprisingly, we find that when
increasing the d value, the autocorrelation scores of the Corad

(ML) sets are downing
slightly, whereas those of the WebKBd sets become higher and higher. A possible
reason is that the degeneration process cannot effectively degrade the semantics of
most selected links. In the extreme case, the semantics of the links are likely to be
enhanced in the process. For example, the student page http://www.cs.washington.
edu/homes/grove/ has a hyperlink to a project page http://www.cs.washington.edu/

Fig. 3 Quantitatively measure the link regularities of the used datasets that are constructed by the
Addition method. (a) Link distribution curves. (b) the autocorrelation scores, (c) the graph sparseness
and (d) the average numbers of links per object
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research/projects/cecil/cecil/www/cecil-home.html in WebKB0. After the degenera-
tion process, it is replaced by a new hyperlink to a course page http://www.cs.
washington.edu/education/courses/135/. Compared with the project pages, however,
the student pages in WebKB have higher statistical correlation with the course
pages. Thus it seems to be concluded that the used Degeneration method is not a
practical way to simulate complex link regularities in our settings. We will further
evaluate this assertion by experimental comparisons of the classification accuracies
of different link-based models on the datasets Corad

(ML) and WebKBd that are
constructed by this way.

5.2. Results on datasets constructed by the addition method

To evaluate the predictive ability of latent linkage semantic kernels (LLSKs) and
the classification performance of the corresponding KCDN model, several sets of
experiments are designed over the Corad

(ML) and WebKBd sets that are constructed
by the Addition method. As in some previous works such as (Getoor et al., 2002;
Taskar et al., 2002), we use naı̈ve Bayes (NBs) and support vector machines (SVMs)
as the baseline flat models, both of which are implemented using CMU’s Bow
toolkit. Moreover, two link-based models — neighborhood iterative classification
(NIC) (Chakrabarti, Dom, & Indyk, 1998) and link-based logistic regression (LLR)
(Lu & Getoor, 2003) are used as the baseline models in our experiments. Since this
paper focuses mainly on how the different link regularities affect the classification
accuracy of link-based models, we thus adapt the NIC and LLR models respectively
by using NBs or SVMs6 as their content models. For the convenience sake, they are
denoted by NICNB, NICSVM, LLRNB and LLRSVM respectively. Correspondingly,
we also construct two KCDN models using two content models NBs and SVMs.
They are denoted by KCDNNB and KCDNSVM.

We first perform experiments only on the baseline models to validate our
fundamental conjecture in this paper that noisy links have high influence on link-
based classification. The second set of experiments is designed to empirically

6 In this case, we need first transform the classification results such that the resulting P[CiªOi.X] is
assigned to the probability 0 or 1 (or other two-valued probability).

Fig. 4 Quantitatively measure the relational autocorrelation of the used datasets that are
constructed by the Degeneration way. To construct the dataset Corad

(ML) (or WebKBd), we
randomly select about d links from Cora0

(ML) (or WebKB0), and (a) replace one endpoint for each
link with another randomly-selected object, or (b) replace one endpoint for each link with another
object that has a different category label with the other endpoint
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evaluate the predictive abilities of different LLSKs. In the third set of experiments,
our main goal is to demonstrate the utility of our KCDN model (together with the
LLSK kernels) in link-based classification on noisy datasets, and show its superior
performance over NICs and LLRs.

For all experiments, we evaluate the classification performance using both micro-
averaging accuracy (results are computed based on global sums over all decisions)
and macro-averaging accuracy (results are computed on a per-category basis, then
averaged over categories) (Pierre, 2001). Micro-averaged scores tend to be
dominated by the most commonly used categories, while macro-averaged scores
tend to be dominated by the performance in rarely used categories. To highlight the
predictive ability of link-based models, here we report the boosts in classification
accuracies they obtain over the corresponding content models. The results are given
in the following. Note that all these results are obtained on a 4-fold cross-validation
in the collective classification setting.

5.2.1. The effects of noisy links

The first set of experiments is intended to evaluate the effects of noisy information
on the link-based classification. Towards this end, we experimentally compare the
classification accuracy of all the baseline models. Table 2 shows the results of the
two content models, and Figure 4 shows the comparison of the boosts in
classification accuracies of the four baseline link-based models NICNB, NICSVM,
LLRNB and LLRSVM over the corresponding content models.

We can see that with a few exceptions, both the micro and macro accuracies of
these baseline models decline gradually with increasing the parameter d for the two
datasets. From Table 2, we can see that the addition of other objects would produce
negative affects on the classification accuracies of the two content models NBs and
SVMs. And from Figure 5, we can see that the noisy links also have significant
influences on the classification accuracy of the baseline link-based models. In most
cases, these link-based models do not demonstrate robustness in the Bnoisy’’
datasets since the boosts in classification accuracies are downing gradually with
increasing the value of d. In some other cases, the noisy links may also be exploited
to improve the classification accuracy, but the used baseline link-based models
cannot know which of the noisy links are helpful for classification and which are not.
For example, we can find an improvement in micro accuracy for the models LLRNB

and NICSVM from WebKB5 to WebKB10, but the macro accuracies have the
opposite change for all the four models.

The experimental results validate the fundamental conjecture of this paper that we
need more robust models to effectively capture the complex regularities of link data.

Another interesting conclusion drawn from this set of experiments is, the results
of the accuracy boosts are more significant on WebKB than on Cora(ML), despite the
latter has larger number of links per object, and its links may potentially carry more
human editorial endorsement about semantic relationships. A possible reason is the
content models have already worked very well on Cora(ML), thereby there’s no
plenty of room for improvement for the link-based classification models. The similar
phenomenon can also be found in the TREC-8 experiments (Hawking, Voorhees,
Craswell, & Bailey, 1999), where combining content and link information yielded no
benefits over using pure content methods, even the performance of some
participants was actually degraded when link information was included. Therefore,
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we need carefully construct link-based classification models for different link data.
And the ability of characterizing the complex link regularities will make the models
more applicable.

5.2.2. The predictive ability of different LLSKs

The second set of experiments is intended to evaluate the predictive abilities of
different LLSKs, including the kernels constructed on the polynomial kernel,
Gaussian kernel and sigmoid kernel, and semantic diffusion kernel (SDK). The four
linkage kernels are utilized by the same KCDN models for link data. We evaluate
the likelihood of test data given the learned model. For each dataset (Cora(ML) or
WebKB), we train on three-fourths of the data and compare the average log-
likelihoods per object for the held-out test subset (results are computed on the
average of log-likelihoods in four test runs, then divided by the average size of these
test subsets). The results are given in Figure 6.

From this figure we can see that, with a few exceptions, the average log-
likelihoods are decreasing gradually with increasing the d values for the two
datasets, indicating that the predictive abilities of the KCDN models with different
LLSKs descend synchronously. Moreover, the KCDN models using the SDK kernel
slightly outperform the counterpart KCDN models using other kernels in the
average log-likelihoods on both WebKB and Cora(ML). That is, the SDK kernel is
more predictive than the other kernels in the two datasets. However, an exception
occurs in WebKB15, where the KCDNSVM model using the SDK kernel obtains an
average log-likelihood of j0.3293, merely outperformed slightly the KCDNSVM

Fig. 5 The figure illustrates the effect of noisy links on the classification performance of link-based
models by comparing the boosts in micro-averaging and macro-averaging accuracy of two baseline
NIC and LLR models on (a) WebKB and (b) Cora(ML)
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model using the polynomial kernel. This exception shows that the difference among
the predictive abilities of the four linkage kernels is not statistically significant.

To validate the conclusions drawn from the comparison of the average log-
likelihoods of different LLSKs, we also track accuracy of the learned models on the
held-out test data. We find that the KCDN models using the SDK kernel obtain the
best micro-averaging and macro-averaging accuracies on both Cora(ML) and
WebKB. However, compared with the other three kernels, the improvement is
not significant, ranged from 0.05% to 1.0% (we hereby do not give the accuracy
comparison results in the form of histograms). We also find that all the four kernels
perform poorly in Cora15

(ML). That means the conclusions drawn from the
comparison of the average log-likelihoods are approximately consistent with those
from the comparison of the classification accuracies. For simplicity, the KCDN
models use the SDK kernels in the following experiments.

5.2.3. Classification performance

This set of experiments is designated to evaluate the robustness of the KCDN
models (parametrized by the LLSKs) in the collective classification scenario. We
also compare the boosts in classification accuracies of different link-based models
over the corresponding content models. The results are shown in Figure 7.

Averagely, KCDNNB outperforms NPCNB and LLRNB respectively by about
4.1% and 4.05% of micro accuracy on WebKB, and about 1.0% and 1.2% of micro
accuracy on Cora(ML); KCDNSVM outperforms NICSVM and LLRSVM respectively
by about 2.6% and 3.2% of micro accuracy on WebKB, and about 1.1% and 1.3% of
micro accuracy on Cora(ML). If we compare the boosts in macro accuracies of these

Fig. 6 The figure illustrates the comparison results of average log-likelihood of the four different
LLSKs on WebKB and Cora(ML), which are utilized by KCDNNB (shown in (a) and (c)), or
KCDNSVM (shown in (b) and (d))
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models, the differences would be larger. Roughly speaking, the boosts in
classification accuracies do not decline along with increasing the parameter d for
the two datasets. In other words, the KCDN models, together with the proposed
LLSKs, demonstrate relatively high robustness in the datasets that may have
different link regularities.

The differences in classification accuracy between the NIC, LLR and KCDN
models may indicate that the improvements are not significant. To investigate this
possibility we perform two-tailed, paired t-tests to assess the significance of the
results. Table 3 shows the p-values in the t-test results of (KCDN, NIC) and
(KCDN, LLR) pairs in micro-averaging accuracy. We can see that, with a few
exceptions, the KCDN models outperform the NIC and LLR models at the 90%
(even 95%) significance level on both WebKB and Cora(ML). Comparatively, the
average p-values in the cases of d = 0, 0.05 are slightly larger than those in the cases
of d = 0.10, 0.15, 0.18. That means, compared with the two baseline link-based
models, the KCDN models might show more advantages in the datasets possibly
with more noisy links.

It should be also noted that the KCDN model has relatively high training and
testing efficiency. On a PC with a 1.4 GHz CPU and 512M RAM, the average
training times of KCDN model are 1.6 seconds for WebKB, and 10.7 seconds for
Cora(ML) (results are computed by subtracting the training times of the
corresponding content models, and then averaging over four runs on one split
each). The training times of KCDN models are slightly longer than those of NIC
models, and are much shorter than those of LLR models. Through similar
computation, the average testing times of KCDN models are 10.7 seconds on

Fig. 7 The figure illustrates the comparison results of the boosts in micro and macro accuracy of
KCDN, NIC and LLR models on (a) WebKB and (b) Cora(ML) where the noisy datasets are
constructed by the Addition way
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WebKB, and 101.3 seconds on Cora(ML). We also found that the testing times of the
KCDN models tend to be dominated by the iteration process of Gibbs inference and
the task of computing LLSK kernels. Despite we use 200 as the iteration upper
bound, most runs of Gibbs inference in our experiments converge within the first 50
iterations. On the other hand, the time complexity of computing the LLSKs is highly
relevant to the size of test sets. Averagely, about 32% of the testing time is used for
the computation of the LLSKs on WebKB. For Cora(ML), the ratio is even up to
about 81%. Therefore, we will further investigate how to more efficiently calculate
the LLSKs in Section 6.

5.3. Results on datasets constructed by the degeneration method

In Section 5.1, we got a preliminary conclusion from the distribution of the
autocorrelation scores that the Degeneration method is not a practical way to
simulate complex link regularities. Here we will further evaluate this assertion by
experimental comparisons of the classification accuracies of different link-based
models on the datasets Corad

(ML) and WebKBd that are constructed by this way.
Slightly different with the experiments described in the preceding subsection, here
we train on three-fourths of the base set Cora0

(ML) or WebKB0, and then test the
link-based models for the corresponding held-out subset of the extended set
Corad

(ML) or WebKBd. Note that in our settings, both the base set (i.e., Cora0
(ML) or

WebKB0) and the extended sets (i.e., Corad
(ML) or WebKBd.) are split by the same

criterion. Our goal is to evaluate the robustness of link-based models in the cases
where the test sets have different link regularities with the train sets.

Fig. 8 The figure illustrates the comparison results of the boosts in micro and macro accuracy of
KCDN, NIC and LLR models on (a) WebKB and (b) Cora(ML) where the noisy datasets are
constructed by the Degeneration method
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Figure 8 illustrates the comparison results of the boosts in micro-averaging and
macro-averaging accuracy of KCDN, NIC and LLR models on these noisy datasets.
For simplicity, the degeneration process replaces one endpoint for each selected link
with another object that has a different label attribute. Not surprisingly, the
classification accuracy of the three models are hardly affected by the increase of the
d values, showing that they demonstrate relatively high robustness on these datasets,
or equivalently the constructed datasets are not degraded by the used Degeneration
method. We also have tried different Degeneration methods, but the results are
quite similar. Therefore, how to effectively simulate complex link regularities using
the Degeneration method will be a research topic in the ongoing work.

5.4. Discussion

To the best of our knowledge, our work is the first time to evaluate the effects of
noisy links on different link-based classification models. Through the experimental
evaluation of the effects of noisy links, we validate the conjecture that we need more
robust models to effectively capture the complex regularities of link data. We also
perform several experiments on the evaluation of the classification performance and
predictive ability of the KCDN model with the proposed LLSK kernels. The results
are generally positive, but in some cases the improvements are not significant or not
worth the additional computation. The KCDN models demonstrate relatively high
robustness in the link data with different link regularities. Compared the baseline
link-based models (i.e., NICs and LLRs), the KCDN models obtain the statistically
significant improvement in classification accuracy. Like other link-based models
such as NICs and LLRs, the accuracy improvements of the KCDN model are not so
significant when the underlying content models have already worked very well.

A possible question is the choice of the baseline link-based models. A direct
reason is that the NIC and LLR models can be easily implemented. Among them,
the NIC model is a generative model while the LLR model is a discriminative
model. Thus they represent two typical kinds of link-based models. Note that the
LLR model can also be viewed as the simplest example of a RMN (Taskar et al.,
2002). Unfortunately, we cannot directly compare our accuracy results with other
models such as PRMs and RDNs because different papers used different subsets of
the data and different training/test splits. For example, the average accuracy of
RDNs is only 72.9% on Cora(ML) (Neville & Jensen, 2003), which is much less than
those in our cases (at least 81.43%). However, compared with all these previous
models, our KCDNs can directly encode the selectivity of link features, thus easily
adapting different link regularities and demonstrating relatively high robustness.

When dealing with hypertext, the meta-data such as anchor text, neighboring text
is sufficiently rich and predictive, thus can be exploited to achieve better
performance (i.e., the meta-data regularity in Yang et al. (2002)). Technically, we
can easily exploit the meta-data in the LLSK kernels to represent the significance of
the links. However, in contrast to some previous works such as Getoor et al. (2002)
and Taskar et al. (2002), we do not intend to incorporate them in the learned models
in our experiments. One reason is that such meta-data is difficult to extract in the
Cora dataset. And more importantly, the accuracy improvement of the learned
models due to incorporating these meta-data is irrelevant to the predictive ability of
the LLSK kernels themselves.
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6. Block-based computation for large datasets

Since the complete SVD or EVD decomposition of linkage kernel matrices is very
expensive for large datasets, more efficient methods should be developed to obtain
or approximate the LLSK kernels. A possible solution is to compute the partial
SVD while taking advantage of sparsity. For example, we can exploit the ran-
domized algorithm proposed by Drineas et al. (2004). Lanczos bidiagonalization
process (Simon & Zha, 1999) or Gram-Schmidt decomposition (Cristianini et al.,
2002) for approximating the SVD of linkage kernel matrices. However, the
computation may still be time-consuming, and when the matrices are very large
there may be not enough memory available to compute the SVD.

Here we develop an approximation technique for calculating the LLSK kernels.
Our method is based on an observation that many link graphs often have a nested
block structure, and the individual blocks are much smaller than the entire graph
(Kamvar et al. 2003). Typical examples are the Web host graph. Figure 9(a) shows the
dotplot for WebKB. Notice that there are clear blocks, which correspond to different
schools within the dataset. On the other hand, despite the Cora dataset has relatively
weaker block structure, we also notice that the area around the diagonal is very dense;
this corresponds to the strong intra-block linkage. Motivated by some recent work on
block-based link analysis (Kamvar et al., 2003), we thus can approximately calculate
the LLSK kernels by exploiting the block structure of link data.

6.1. Block-based LLSKs

The block structure of link data suggests a fast algorithm for computing LLSK
kernels, wherein local LLSK kernels for objects in each block are computed
independently using the link structure for that block, and a block kernel are
computed using the block structure. The global LLSK kernels are then approxi-

Fig. 9 The figure illustrates the block structure of link data by using dotplots: (a) WebKB and (b)
Cora(ALL)
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mated using these local LLSK kernels and the block kernel. This block-based LLSK
algorithm proceeds as follows:

0. Partition the given graph G ¼ O;Lð Þ.
We first split the graph G into M disjoint blocks (denoted by BJ, 1 e J e M),

each of which corresponds to a subgraph GJ . Here we use the shorthand Oi 2 BJ

to denote that object Oi 2 block BJ. The number of objects in block BJ is
denoted by nJ, and

PM
J¼1 nJ ¼ N, where N = ªOª.

A key issue is how to efficiently partition the graph G. In general, the graph
partitioning problem is to split the vertices of a give graph into several disjoint
subsets such that each subsets has roughly an equal amount of vertex weight
(referred to as the balance constraint), while minimizing the sum of the weights
of the edges whose incident vertices belong to different subsets (i. e., the edge-
cut). METIS is such a family of programs based on the multilevel graph
partitioning schemes and has been shown to produce high quality results
(Karypis & Kumar, 1998). We can thus use the METIS toolkit here.7

1. Compute local LLSK kernels for each block.
Since most blocks have very few links in and out of the blocks as compared to

the number of links within the blocks, it seems plausible that the similarities
(i.e., linkage kernels) of most of the objects within a block are determined by
the intra-block links. Thus we can directly use the LLSK technique described in
Section 3 to compute the nJ � nJ local LLSK kernel matrix KJ for each block BJ

(1 e J e M).
2. Build the block graph G Bð Þ and compute the block linkage kernel.

A block graph G Bð Þ can be constructed over the blocks, where each vertex in
the graph corresponds to a block in the graph G, and an edge between two
objects in G is represented as an edge between the corresponding blocks in G Bð Þ
(or a self-edge, if both objects are in the same block). On this basis, we need to
introduce two matrices to characterize the object-to-block relationships and the
block-to-block adjacency. The two kinds of relationships can be directly
obtained from the graph partitioning.

Let Z denote the object-to-block matrix with dimension N �M, which can be
naturally defined as follows:

ziJ ¼
1=nJ if Oi 2 BJ

0 otherwise
�

�
ð15Þ

Here we simply assign an equal weight to each object in a block. Let B denote
the block-to-block adjacency matrix with dimension M � M, where each ele-
ment bIJ represents the relative frequency of the number of inter-block links
from BI to BJ. Using this adjacency matrix, we can thus calculate the block link-
age kernel KB. For simplicity, here we directly use the co-citation matrix KB =
BTB.

3. Approximate global LLSK kernels using block kernel and local LLSK kernels.
At this point, we have two sets of linkage kernels: with each block BJ, we

have the local LLSK kernel matrix KJ for objects in the block; we also have the
block kernel KB to measure the similarities among different blocks. We can thus

7 In our experiments, the average partition time of METIS is 5~15 seconds for Cora(ALL).
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use the two kinds of kernels to approximate the global LLSK kernels for all
objects in G. First, we define a matrix KL with dimension N � N as follows:

KL ¼

K1 0 � � � 0

0 K2 � � � 0

..

. ..
. . .

. ..
.

0 0 � � � KM

2

66664

3

77775
; ð16Þ

where KJ (1 e J e M) is the local LLSK matrix. Then the global LLSK kernel
matrix KG can be calculated as

KG ¼ �KL þ 1� �ð ÞZKBZT; ð17Þ

where � is a weight. Notice that the computation of the term ZKBZT is also very
memory-consuming. We then must use the sparse matrix operation technique.

Similar to the BlockRank algorithm (Kamvar et al., 2003), the block-based LLSK
algorithm can achieve large speedups for large datasets compared with the standard
LLSK algorithm by substantially improving locality of reference and reducing the
computational complexity. Moreover, the local LLSK kernel computations in Step 1
can be executed in a completely parallel or distributed fashion, thereby further
reducing the computational time.

6.2. Experiments

In this subsection, our goal is to experimentally evaluate the computational
efficiency of the block-based LLSK algorithm, showing that it can scale well with
varying sizes of the problem. The first experiment is to investigate how well the
block-based LLSKs approximate the relative magnitudes of the Btrue’’ LLSKs that
are computed by using the standard LLSK algorithm. Towards this end, we compute
the true LLSK matrices (denoted by KT here), the local LLSK matrices (i.e., KL),
and the global LLSK matrices KG for WebKB and Cora(ML). Each column of these
matrices (i.e., kT, kL or kG) is normalized so that its elements sum to 1. We then
compare the average absolute errors among them in four separate test runs using
the L1 norm ÝkL j kTÝ1 or ÝkG j kTÝ1 (Kamvar et al., 2003). On WebKB, the
error ÝkL j kTÝ1 is on average 0.3533, and the error ÝkG j kTÝ1 is on average
0.2417; while on Cora(ML), they are 0.6912 and 0.4170 respectively. Clearly, the
global LLSKs are much closer to the true LLSKs than the local LLSKs are. We can
also find that the errors on Cora(ML) are much higher than those on WebKB. A
possible reason is that Cora(ML) has weaker block structure than WebKB so that the
graph partitioning process over Cora(ML) loses more information.

The second experiment is to evaluate the scalability of the proposed block-based
LLSK algorithm when varying the sizes of the test sets. As mentioned in Section 5.1,
we can construct from Cora several datasets with different sizes: the whole dataset is
denoted by Cora(ALL), which contains 28,410 papers and 97,312 within-collection
citations; the dataset Cora(AI) contains 11,004 papers in the 12 categories of
ArtificialIntelligence and 31,409 within-collection citations; and the dataset Cora(ML)

contains 4,331 papers in the 7 sub-categories of MachineLearning and 11,497 within-
collection citations. Clearly, these Baffinal’’ datasets can be used to evaluate the
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scalability of link-based models. Moreover, we can use different train/test split
methods on these datasets in order to simulate different sizes of test sets. The details
are summarized in Table 4.

Here we only use NBs as the content model of KCDNs since the training process
of SVMs is very time-consuming on large datasets such as Cora(ALL). Similarly for
the training efficiency reason, here we only use NICs (not LLRs) as the baseline
link-based models. Without risk of confusion, we use the shorthand bKCDN to
denote the KCDN model that utilizes the block-based algorithm to compute the
LLSK kernels. Thus when using NBs as the content models, the two link-based
modes are denoted respectively by NICNB and bKCDNNB.

Table 5 shows the classification accuracies of NBs, NICNB and bKCDNNB on the
three datasets, and Figure 10 depicts the average training/testing times of NICNB

and bKCDNNB as a function of train/test set size. We can see that the bKCDNNB

model has very high training and testing efficiency meanwhile having good collective
classification accuracy. On the one hand, bKCDNNB averagely outperforms NICNB

by about 0.7% of micro accuracy on Cora(ML), by about 5.5% on Cora(AI), and by
about 6.2% on Cora(ALL). Note that the classification accuracy of bKCDNNB on
Cora(ML) is only a little lower than that of KCDNNB. On the other hand, although its
training time is slightly more than NICNB, the bKCDNNB model has very high
training and testing efficiency. That means the block-based LLSK computation
method can scale well with varying the node sizes of test sets. In particular, the
bKCDNNB model seems to show more advantages for larger size test sets.

Since the three datasets Cora(ML), Cora(AI) and Cora(ALL) have different
numbers of within-collection links, we can thus deduce from Figure 10 that the

Table 5 The micro and macro accuracies of NBs, NICNB and bKCDNNB on the three datasets

Dataset Cora(ML) Cora(AI) Cora(ALL)

k for train/

test split

4 6 4 3 2 6 4 3 2

NB 90.70

(90.54)

80.94

(83.33)

80.33

(82.48)

80.89

(82.93)

79.93

(82.18)

79.42

(79.46)

79.26

(78.95)

79.41

(79.07)

79.14

(78.72)

NICNB 91.31

(91.15)

82.62

(84.00)

82.70

(83.45)

83.31

(83.80)

83.24

(82.99)

80.57

(80.02)

80.75

(80.02)

81.01

(80.23)

81.23

(80.54)

bKCDNNB 92.00

(92.11)

87.74

(89.92)

88.03

(89.36)

89.01

(91.13)

89.21

(91.25)

86.65

(86.64)

86.65

(86.64)

87.69

(87.85)

88.71

(89.07)

Each classification result is denoted by Bmicro accuracy (macro accuracy).’’

Table 4 Summarization of the details of the used datasets in the experiments described in Section 6

Dataset Cora(ML) Cora(AI) Cora(ALL)

k for train/test split 4 6 4 3 2 6 4 3 2

Average size of

test sets

1085 1834 2751 3669 5503 4735 7102 9470 14205

Average link

number of test

1724 2223 4415 6053 8565 9101 16649 21477 25060

Here the k value means the dataset is split into k separate equally sized parts, and thus k-fold cross-
validation test is performed over that dataset.
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block-based LLSK computation method can scale well with varying the link
numbers of test sets. To further investigate this aspect of the scalability, we perform
another experiment by fixing the node sizes of test sets and varying their link
numbers. To do this, we first randomly remove d% citations from Cora(AI), and then
test the classification accuracy and the efficiency of the bKCDNNB model. For
simplicity, the ratio of removed links, d, is set to values in [0, 0.5], and we only
perform 2-fold cross-validation test here.

We find that the classification accuracy of the bKCDNNB model is downing
gradually with increasing the value of d(i.e., with less and less links available for
classification). For example, the micro accuracy in the case of d = 0.5 is less 6.4%
than the accuracy in d = 0. Figure 11 depicts the average training/testing times of
bKCDNNB as a function of the removed link ratio d in train/test sets. Note that since
the parameter d indicates the ratio of links removed from Cora(AI), different d
values actually correspond to different numbers of links in the train/test sets. We can
see that the link number has relatively less influence on the training/testing
efficiency of the bKCDNNB model, though both the training and testing times also
have an insignificant decline with increasing the value of d. Therefore, the
computational complexity of the block-based LLSK computation method is mainly
controlled by the node size of train/test sets.

Fig. 11 The figure depicts the average training/testing time of bKCDNNB as a function of the
removed link ratio d in train/test sets. Note that here the parameter d indicates the ratio of links
removed from Cora(AI), hence different d values actually correspond to different numbers of links in
the train/test sets

Fig. 10 The figure depicts the average training/testing times of NICNB and bKCDNNB as a function
of train/test set size. (a) For training process; (b) For testing process
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7. Conclusion

In this paper, we propose the latent linkage semantic kernels (LLSKs) to reveal the
latent semantic relationships underlying link structure. Based on the LLSKs, a
kernel-based contextual dependency network (KCDN) model is presented for
collective classification of link data. For the computational efficiency on large
datasets, we also develop a block-based algorithm for LLSKs. The experimental
results show that the KCDN model demonstrates relatively high robustness on the
datasets with complex link regularity, and the block-based computation method
can scale well with varying sizes of the problem.

In the ongoing work, we need to develop more expressive collective classification
models in which the LLSK kernels can be utilized for classification in an SVM-like
manner but the correlations between the labels of related entities can also be
explicitly exploited. We are also working on how to use the LLSK kernels for
clustering-like tasks such as the clustering of social network data, and relevant page
finding in the Web.
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